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Traditional Environments

� Projects purchase dedicated boxes for their needs 
only.  Assumptions include:

– they are assigned permanent network addresses, 
host names and installed in a data center.

– they remain in the environment until they break or 
are upgraded.

– they are thought of as permanent.

– their disks can be used for long term storage.

These assumptions had consequences on middleware design.



© 2009 IBM CorporationIBM Software Group | WebSphere Software

Traditional Middleware Design

� Middleware was designed to know information about each box, host
names, IP addresses.

� Each box can store state like message stores/transaction logs, diagnostics 
logs and so on.

� Customers, as a result, focus on topology as the main issue when
deploying an application.
– Set up a cluster, add nodes, deploy app to cluster and so on.
– Server images are HETEROGENOUS.

� Customer knows how to integrate pieces, database/messaging/http,
routing and so on. It’s not automatic or cheap.
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High Availability

� Given boxes are permanent, many middleware products did not include 
high availability out of the box.

� Third party products (Sun Cluster, IBM HACMP/Tivoli TSA, Veritas, …) 
needed to be purchased, configured and this was a one time cost.

– Once done, the boxes were used for years sometimes.

– This software wasn’t cheap and many times required dual ported or 
SAN style disks to even operate.

� Rare events are not optimized for.  (for example, “setup”).
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Removing and Handling Failed Boxes

� Consequently, if you want to remove a box then you need to:

– remove it from the topology for any middleware using it.

– take care any state remaining on it isn’t useful any more.

– reconfigure another box with the state from the failed box for recovery 
reasons (transaction logs, database/messaging state).

– reconfigure high availability ‘stuff.’

� You cannot just turn a box off and forget about it.
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Multiple Data Centers are Rare

� Most middleware stacks are not designed to run active/active in multiple 
data centers.

� Data centers are expensive, only a few large customers have more than 
one.

� Typical design is:
– a database in one data center
– the application in the same data center.
– second data center is cold, maybe a replicating dbms is hot, that’s it.
– second data center is usually used as test box.

� Most vendors don’t charge for software in a standby  data center .
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Lots of Memory Available

� Customers bought boxes with all the memory they required for the
application.

� Applications could be designed to use a lot of memory because they 
bought their own boxes.

� Applications typically use large intra JVM caches.

� People look to 64 bit to handle bigger caches.

– 64 bit JVMs may have a short life once virtualization takes hold as we’ll 
see later…
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State = Database (no!)

When all you have is a hammer, everything starts to  look like a NAIL!

� Most applications use the database for all persistent state.

� This causes huge problems with multiple data centers because of network 
latency.

� Often overlooked is that different types of storage can be used depending 
on the persistence interval required.

� DataGrids offer elastic state solutions for data that needs to be fault 
tolerant and be shared between application(s) but doesn’t need to be 
durable for decades!

� You can stage data in a DataGrid while you work on it and push it back 
when you’re done.

� Not all state needs to be on a SAN.
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No Need to Partition Data Model

� There is only one database instance, right?

– Design data models where everything refers to everything.

– Transactions can touch all data.

– No constrained tree schema.

� This will not scale out and is expensive to scale up.
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WebSphere eXtreme Scale Resources
Learn more about WebSphere eXtreme Scale:

– WebSphere eXtreme Scale V7.0 Online Information Center  
– IBM Redbook:  User’s Guide to WebSphere eXtreme Scale

Getting Started with WebSphere eXtreme Scale:
– Download Free Trial of WebSphere eXtreme Scale
– Use WebSphere eXtreme Scale on Amazon EC2: 
– WebSphere eXtreme Scale V7.0 AMI Get Started Guide

Explore with Blogs, Communities, Papers and more:
– Billy Newport’s  Blog: WebSphere eXtreme Scale
– WebSphere eXtreme Scale Forum
– WebSphere eXtreme Scale You Tube Channel
– WebSphere eXtreme Scale Wiki 
– WebSphere eXtreme Transactions Processing (XTP) Developer Community
– WebSphere eXtreme Scale: XTP Patterns Article Series
– IBM Redpaper: WebSphere eXtreme Scale Mediator Pattern
– Replacing Dynacache Disk Offload with Dynacache using WebSphere eXtreme Scale
– Interview with Rob High, IBM Fellow, SOA Chief Architect: Boost Performance of Conventional 

Applications


